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Chapter 1

The Context of Software Development

A computer program, from one perspective, is a sequence of instructions that dictate the flow of electri-
cal impulses within a computer system. These impulses affect the computer’s memory and interact with
the display screen, keyboard, mouse, and perhaps even other computers across a network in such a way
as to produce the “magic” that permits humans to perform useful tasks, solve high-level problems, and
play games. One program allows a computer to assume the role of a financial calculator, while another
transforms the machine into a worthy chess opponent. Note the two extremes here:

• at the lower, more concrete level electrical impulses alter the internal state of the computer, while

• at the higher, more abstract level computer users accomplish real-world work or derive actual plea-
sure.

So well is the higher-level illusion achieved that most computer users are oblivious to the lower-level
activity (the machinery under the hood, so to speak). Surprisingly, perhaps, most programmers today write
software at this higher, more abstract level also. An accomplished computer programmer can develop
sophisticated software with little or no interest or knowledge of the actual computer system upon which it
runs. Powerful software construction tools hide the lower-level details from programmers, allowing them
to solve problems in higher-level terms.

The concepts of computer programming are logical and mathematical in nature. In theory, computer
programs can be developed without the use of a computer. Programmers can discuss the viability of a
program and reason about its correctness and efficiency by examining abstract symbols that correspond
to the features of real-world programming languages but appear in no real-world programming language.
While such exercises can be very valuable, in practice computer programmers are not isolated from their
machines. Software is written to be used on real computer systems. Computing professionals known
as software engineers develop software to drive particular systems. These systems are defined by their
underlying hardware and operating system. Developers use concrete tools like compilers, debuggers, and
profilers. This chapter examines the context of software development, including computer systems and
tools.
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1.1 Software

A computer program is an example of computer software. Software makes a computer a truly universal
machine transforming it into the proper tool for the task at hand. One can refer to a program as a piece of
software as if it were a tangible object, but software is actually quite intangible. It is stored on a medium. A
hard drive, a CD, a DVD, and a USB pen drive are all examples of media upon which software can reside.
The CD is not the software; the software is a pattern on the CD. In order to be used, software must be stored
in the computer’s memory. Typically computer programs are loaded into memory from a medium like the
computer’s hard disk. An electromagnetic pattern representing the program is stored on the computer’s hard
drive. This pattern of electronic symbols must be transferred to the computer’s memory before the program
can be executed. The program may have been installed on the hard disk from a CD or from the Internet. In
any case, the essence that was transferred from medium to medium was a pattern of electronic symbols that
direct the work of the computer system.

These patterns of electronic symbols are best represented as a sequence of zeroes and ones, digits from
the binary (base 2) number system. An example of a binary program sequence is

10001011011000010001000001001110

To the underlying computer hardware, specifically the processor, a zero here and three ones there might
mean that certain electrical signals should be sent to the graphics device so that it makes a certain part of
the display screen red. Unfortunately, only a minuscule number of people in the world would be able to
produce, by hand, the complete sequence of zeroes and ones that represent the program Microsoft Word
for an Intel-based computer running the Windows 8 operating system. Further, almost none of those who
could produce the binary sequence would claim to enjoy the task.

The Word program for older Mac OS X computers using a PowerPC processor works similarly to the
Windows version and indeed is produced by the same company, but the program is expressed in a com-
pletely different sequence of zeroes and ones! The Intel Core i7 processor in the Windows machine accepts
a completely different binary language than the PowerPC processor in the Mac. We say the processors have
their own machine language.

1.2 Development Tools

If very few humans can (or want) to speak the machine language of the computers’ processors and software
is expressed in this language, how has so much software been developed over the years?

Software can be represented by printed words and symbols that are easier for humans to manage than
binary sequences. Tools exist that automatically convert a higher-level description of what is to be done
into the required lower-level code. Higher-level programming languages like C++ allow programmers to
express solutions to programming problems in terms that are much closer to a natural language like English.
Some examples of the more popular of the hundreds of higher-level programming languages that have been
devised over the past 60 years include FORTRAN, COBOL, Lisp, Haskell, C, Perl, Python, Java, and C#.
Most programmers today, especially those concerned with high-level applications, usually do not worry
about the details of underlying hardware platform and its machine language.

One might think that ideally such a conversion tool would accept a description in a natural language,
such as English, and produce the desired executable code. This is not possible today because natural
languages are quite complex compared to computer programming languages. Programs called compilers
that translate one computer language into another have been around for over 60 years, but natural language
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1.2. DEVELOPMENT TOOLS 3

processing is still an active area of artificial intelligence research. Natural languages, as they are used
by most humans, are inherently ambiguous. To understand properly all but a very limited subset of a
natural language, a human (or artificially intelligent computer system) requires a vast amount of background
knowledge that is beyond the capabilities of today’s software. Fortunately, programming languages provide
a relatively simple structure with very strict rules for forming statements that can express a solution to any
problem that can be solved by a computer.

Consider the following program fragment written in the C++ programming language:

subtotal = 25;
tax = 3;
total = subtotal + tax;

These three lines do not make up a complete C++ program; they are merely a piece of a program. The
statements in this program fragment look similar to expressions in algebra. We see no sequence of bi-
nary digits. Three words, subtotal, tax, and total, called variables, are used to hold information.
Mathematicians have used variables for hundreds of years before the first digital computer was built. In
programming, a variable represents a value stored in the computer’s memory. Familiar operators (= and +)
are used instead of some cryptic binary digit sequence that instructs the processor to perform the operation.
Since this program is expressed in the C++ language, not machine language, it cannot be executed directly
on any processor. A C++ compiler is used to translate the C++ code into machine code.

The higher-level language code is called source code. The compiled machine language code is called
the target code. The compiler translates the source code into the target machine language.

The beauty of higher-level languages is this: the same C++ source code can be compiled to different
target platforms. The target platform must have a C++ compiler available. Minor changes in the source code
may be required because of architectural differences in the platforms, but the work to move the program
from one platform to another is far less than would be necessary if the program for the new platform had
to be rewritten by hand in the new machine language. Just as importantly, when writing the program the
human programmer is free to think about writing the solution to the problem in C++, not in a specific
machine language.

Programmers have a variety of tools available to enhance the software development process. Some
common tools include:

• Editors. An editor allows the user to enter the program source code and save it to files. Most pro-
gramming editors increase programmer productivity by using colors to highlight language features.
The syntax of a language refers to the way pieces of the language are arranged to make well-formed
sentences. To illustrate, the sentence

The tall boy runs quickly to the door.

uses proper English syntax. By comparison, the sentence

Boy the tall runs door to quickly the.

is not correct syntactically. It uses the same words as the original sentence, but their arrangement
does not follow the rules of English.

Similarly, programmers must follow strict syntax rules to create well-formed computer programs.
Only well-formed programs are acceptable and can be compiled and executed. Some syntax-aware
editors can use colors or other special annotations to alert programmers of syntax errors before the
program is compiled.
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Figure 1.1 Source code to target code sequence
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int main()

{
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    int n;

    n = rand();

    proc(n);
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int main()
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    srand(23);

    int n;

    n = rand();
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Figure 2.1 The general structure of a very simple C++ program.

program statements

int main() {

}

include directives

2.5 Exercises

1. What preprocessor directive is necessary to use statements with the std::cout printing stream
object?

2. What statement allows the short name cout to be used instead of std::cout?

3. What does the name std stand for?

4. All C++ programs must have a function named what?

5. The body of main is enclosed within what symbols?

6. What operator directs information to the std::cout output stream?

7. Write a C++ program that prints your name in the console window.

8. Write a C++ program that prints your first and last name in the console window. Your first name
should appear on one line, and your last name appear on the next line.

9. What other files must you distribute with your executable file so that your program will run on a
Windows PC without Visual Studio installed?

10. Can a single statement in C++ span multiple lines in the source code?
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Figure 3.1 Representing a variable and its memory location as a box

5
a

b = 5;
a = b;
b = 4;

Importantly, the statement

a = b;

does not mean a and b refer to the same box (memory location). After this statement a and b still refer
to separate boxes (memory locations). It simply means the value stored in b’s box (memory location) has
been copied to a’s box (memory location). a and b remain distinct boxes (memory locations). The original
value found in a’s box is overwritten when the contents of b’s box are copied into a. After the assignment
of b to a, the reassignment of b to 4 does not affect a.

3.3 Identifiers

While mathematicians are content with giving their variables one-letter names like x, programmers should
use longer, more descriptive variable names. Names such as altitude, sum, and user_name are much
better than the equally permissible a, s, and u. A variable’s name should be related to its purpose within the
program. Good variable names make programs more readable by humans. Since programs often contain
many variables, well-chosen variable names can render an otherwise obscure collection of symbols more
understandable.

C++ has strict rules for variable names. A variable name is one example of an identifier. An identifier
is a word used to name things. One of the things an identifier can name is a variable. We will see in later
chapters that identifiers name other things such as functions and classes. Identifiers have the following
form:

• Identifiers must contain at least one character.

• The first character must be an alphabetic letter (upper or lower case) or the underscore

ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz_

• The remaining characters (if any) may be alphabetic characters (upper or lower case), the underscore,
or a digit

ABCDEFGHIJKLMNOPQRSTUVWXYZabcdefghijklmnopqrstuvwxyz_0123456789

• No other characters (including spaces) are permitted in identifiers.
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alignas decltype namespace struct
alignof default new switch
and delete noexcept template
and_eq double not this
asm do not_eq thread_local
auto dynamic_cast nullptr throw
bitand else operator true
bitor enum or try
bool explicit or_eq typedef
break export private typeid
case extern protected typename
catch false public union
char float register unsigned
char16_t for reinterpret_cast using
char32_t friend return virtual
class goto short void
compl if signed volatile
const inline sizeof wchar_t
constexpr int static while
const_cast long static_assert xor
continue mutable static_cast xor_eq

Table 3.1: C++ reserved words. C++ reserves these words for specific purposes in program construction. None of the
words in this list may be used as an identifier; thus, you may not use any of these words to name a variable.

to assume different types as its use differs in different parts of a program. Such languages are known as
dynamically-typed languages. C++ is a statically-typed language. In a statically-typed language, the type of
a variable must be explicitly specified before it is used by statements in a program. While the requirement
to declare all variables may initially seem like a minor annoyance, it offers several advantages:

• When variables must be declared, the compiler can catch typographical errors that dynamically-typed
languages cannot detect. For example, consider the following section of code:

int ZERO;
ZER0 = 1;

The identifier in the first line ends with a capital “Oh.” In the second line, the identifier ends with the
digit zero. The distinction may be difficult or impossible to see in a particular editor or printout of
the code. A C++ compiler would immediately detect the typo in the second statement, since ZER0
(last letter a zero) has not been declared. A dynamically-typed language would create two variables:
ZERO and ZER0.

• When variables must be declared, the compiler can catch invalid operations. For example, a variable
may be declared to be of type int, but the programmer may accidentally assign a non-numeric
value to the variable. In a dynamically-typed language, the variable would silently change its type
introducing an error into the program. In C++, the compiler would report the improper assignment as
error, since once declared a C++ variable cannot change its type.

• Ideally, requiring the programmer to declare variables forces the programmer to plan ahead and think
more carefully about the variables a program might require. The purpose of a variable is tied to its
type, so the programmer must have a clear notion of the variable’s purpose before declaring it. When
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3.10. TYPE INFERENCE WITH AUTO 32

Shade color = Shade::Light;
Weight mass = Weight::Light;

In this case Shade and Weight are the scoped enumeration types defined above. Prefixing the type name
to the value with the :: operator enables the compiler to distinguish between the two different values.
Scoped enumerations require the type name prefix even if the program contains no other enumerated types.
In modern C++ development, scoped enumerations are preferable to unscoped enumerations. You should
be familiar with unscoped enumerations, though, as a lot of published C++ code and older C++ books use
unscoped enumerations.

Whether scoped or unscoped, the value names within an enum type must be unique. The convention in
C++ is to captialize the first letter of an enum type and its associated values, although the language does not
enforce this convention.

An enum type is handy for representing a small number of discrete, non-numeric options. For example,
consider a program that controls the movements made by a small robot. The allowed orientations are
forward, backward, left, right, up, and down. The program could encode these movements as integers,
where 0 means left, 1 means backward, etc. While that implementation will work, it is not ideal. Integers
may assume many more values than just the six values expected. The compiler cannot ensure that an integer
variable representing a robot move will stay in the range 0...5. What if the programmer makes a mistake and
under certain rare circumstances assigns a value outside of the range 0...5? The program then will contain
an error that may result in erratic behavior by the robot. With enum types, if the programmer uses only the
named values of the enum type, the compiler will ensure that such a mistake cannot happen.

A particular enumerated type necessarily has far fewer values than a type such as int. Imagine making
an integer enum type and having to list all of its values! (The standard 32-bit int type represents over four
billion values.) Enumerated types, therefore, are practical only for types that have a relatively small range
of values.

3.10 Type Inference with auto

C++ requires that a variable be declared before it is used. Ordinarily this means specifying the variable’s
type, as in

int count;
char ch;
double limit;

A variable may be initialized when it is declared:

int count = 0;
char ch = 'Z';
double limit = 100.0;

Each of the values has a type: 0 is an int, 'Z' is a char, and 0.0 is a double. The auto keyword
allows the compiler to automatically deduce the type of a variable if it is initialized when it is declared:

auto count = 0;
auto ch = 'Z';
auto limit = 100.0;

The auto keyword may not be used without an accompanying initialization; for example, the following
declaration is illegal:
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do a and b represent the same memory location?

14. Classify each of the following as either a legal or illegal C++ identifier:

(a) fred
(b) if
(c) 2x
(d) -4
(e) sum_total
(f) sumTotal
(g) sum-total
(h) sum total
(i) sumtotal
(j) While
(k) x2
(l) Private

(m) public
(n) $16
(o) xTwo
(p) _static
(q) _4
(r) ___
(s) 10%
(t) a27834
(u) wilma's

15. What can you do if a variable name you would like to use is the same as a reserved word?

16. Why does C++ require programmers to declare a variable before using it? What are the advantages of
declaring variables?

17. What is the difference between float and double?

18. How can a programmer force a floating-point literal to be a float instead of a double?

19. How is the value 2.45×10−5 expressed as a C++ literal?

20. How can you ensure that a variable’s value can never be changed after its initialization?

21. How can you extend the range of int on some systems?

22. How can you extend the range and precision of double on some systems?

23. Write a program that prints the ASCII chart for all the values from 0 to 127.

24. Is "i" a string literal or character literal?

25. Is 'i' a string literal or character literal?
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26. Is it legal to assign a char value to an int variable?

27. Is it legal to assign an int value to a char variable?

28. What is printed by the following code fragment?

int x;
x = 'A';
std::cout << x << '\n';

29. What is the difference between the character 'n' and the character '\n'?

30. Write a C++ program that simply emits a beep sound when run.

31. Create an unscoped enumeration type that represents the days of the week.

32. Create a scoped enumeration type that represents the days of the week.

33. Create an unscoped enumeration type that represents the months of the year.

34. Create a scoped enumeration type that represents the months of the year.

35. Determine the exact type of each of the following variables:

(a) auto a = 5;
(b) auto b = false;
(c) auto c = 9.3;
(d) auto d = 5.1f;
(e) auto e = 5L;
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Operator Meaning
+ addition
- subtraction
* multiplication
/ division
% modulus

Table 4.1: The simple C++ arithmetic operators

the right side is an addition expression y + z. The two operands of the + operator are y and z.

Two of the operators above, + and -, serve also as unary operators. A unary operator has only one
operand. The - unary operator expects a single numeric expression (literal number, variable, or complex
numeric expression within parentheses) immediately to its right; it computes the additive inverse of its
operand. If the operand is positive (greater than zero), the result is a negative value of the same magnitude;
if the operand is negative (less than zero), the result is a positive value of the same magnitude. Zero is
unaffected. For example, the following code sequence

int x = 3;
int y = -4;
int z = 0;
std::cout << -x << " " << -y << " " -z << '\n';

within a program would print

-3 4 0

The following statement

std::cout << -(4 - 5) << '\n';

within a program would print

1

The unary + operator is present only for completeness; when applied to a numeric value, variable, or
expression, the resulting value is no different from the original value of its operand. Omitting the unary +
operator from the following statement

x = +y;

does not change the statement’s behavior.

All the arithmetic operators are subject to the limitations of the data types on which they operate; for
example, on a system in which the largest int is 2,147,483,647, the expression

2147483647 + 1

will not evaluate to the correct answer since the correct answer falls outside the range of ints.

If you add, subtract, multiply, is divide two ints, the result is an integer. As long as the operation does
not exceed the range of ints, the arithmetic works as expected. Division, however, is another matter. The
statement

std::cout << 10/3 << " " << 3/10 << '\n';
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(that is, 14) the correct interpretation? As in normal arithmetic, in C++ multiplication and division have
equal importance and are performed before addition and subtraction. We say multiplication and division
have precedence over addition and subtraction. In the expression

2 + 3 * 4

the multiplication is performed before addition, since multiplication has precedence over addition. The
result is 14. The multiplicative operators (*, /, and %) have equal precedence with each other, and the
additive operators (binary + and -) have equal precedence with each other. The multiplicative operators
have precedence over the additive operators.

As in standard arithmetic, in C++ if the addition is to be performed first, parentheses can override the
precedence rules. The expression

(2 + 3) * 4

evaluates to 20. Multiple sets of parentheses can be arranged and nested in any ways that are acceptable in
standard arithmetic.

To see how associativity works, consider the expression

2 - 3 - 4

The two operators are the same, so they have equal precedence. Should the first subtraction operator be
applied before the second, as in

(2 - 3) - 4

(that is, −5), or rather is

2 - (3 - 4)

(that is, 3) the correct interpretation? The former (−5) is the correct interpretation. We say that the subtrac-
tion operator is left associative, and the evaluation is left to right. This interpretation agrees with standard
arithmetic rules. All binary operators except assignment are left associative. Assignment is an exception; it
is right associative. To see why associativity is an issue with assignment, consider the statement

w = x = y = z;

This is legal C++ and is called chained assignment. Assignment can be used as both a statement and an
expression. The statement

x = 2;

assigns the value 2 to the variable x. The expression

x = 2

assigns the value 2 to the variable x and evaluates to the value that was assigned; that is, 2. Since assignment
is right associative, the compiler would interpret the chained assignment example as if it were written as

w = (x = (y = z));

which behaves as follows:

• The expression y = z is evaluated first. z’s value is assigned to y, and the value of the expression
y = z is z’s value.
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Figure 4.5 The base 2 place value system

· · · 1 0 0 1 1 1
· · · 25 24 23 22 21 20

· · · 32 16 8 4 2 1

1001112 = 1×25 +0×24 +0×23 +1×22 +1×21 +1×20

= 32+0+0+4+2+1
= 39

With only two digits to work with, the binary number system distinguishes place values by powers of
two. Since both binary and decimal numbers share the digits 0 and 1, we will use the subscript 2 to indicate
a binary number; therefore, 100 represents the decimal value one hundred, while 1002 is the binary number
four. Sometimes to be very clear we will attach a subscript of 10 to a decimal number, as in 10010.

In the decimal system, it is easy to add 3+5:

3
+ 5

8

The sum 3+9 is a little more complicated, as early elementary students soon discover:

3
+ 9

The answer, of course, is 12, but there is no single digit that means 12—it takes two digits, 1 and 2. The
sum is

1
03

+ 09
12

We can say 3+9 is 2, carry the 1. The rules for adding binary numbers are shorter and simpler than decimal
numbers:

02 +02 = 02
02 +12 = 12
12 +02 = 12
12 +12 = 102

We can say the sum 12 +12 is 02, carry the 12. A typical larger sum would be

11
910 = 10012

+ 310 = 112
1210 = 11002

4.8.1 Integer Implementation

Mathematical integers are whole numbers (no fractional parts), both positive and negative. Standard C++

supports multiple integer types: int, short, long, and long long, unsigned, unsigned short,
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Figure 4.7 The cyclic nature of 32-bit signed integers. Adding 1 to 2,147,483,647 produces
−2,147,483,648, one position clockwise from 2,147,483,647. Subtracting 5 from−2,147,483,645 yields
2,147,483,646, five places counterclockwise from −2,147,483,645.
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C++ provides a more general way of simplifying a statement that modifies a variable through simple
arithmetic. For example, the statement

x = x + 5;

can be shorted to

x += 5;

This statement means “increase x by five.” Any statement of the form

x op= exp;

where

• x is a variable.

• op= is an arithmetic operator combined with the assignment operator; for our purposes, the ones most
useful to us are +=, -=, *=, /=, and %=.

• exp is an expression compatible with the variable x.

Arithmetic reassignment statements of this form are equivalent to

x = x op exp;

This means the statement

x *= y + z;

is equivalent to

x = x * (y + z);

The version using the arithmetic assignment does not require parentheses. The arithmetic assignment is
especially handy if a variable with a long name is to be modified; consider

temporary_filename_length = temporary_filename_length / (y + z);

versus

temporary_filename_length /= y + z;
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If bit 31 in both e1 and e2 is 1, then bit 31 in the result is 1; otherwise, bit 31 in the result is 0.

For example, the expression 13 & 14 evaluates to 12, since:

1310 = 000000000000000000000000000011012
& 1410 = 000000000000000000000000000011102

1210 = 000000000000000000000000000011002

Bits 2 and 3 are one for both 13 and 14; thus, bits 2 and 3 in the result must be one.

The bitwise or operator, |, takes two integer subexpressions and computes an integer result. The ex-
pression e1 | e2 is evaluated as follows:

If bit 0 in both e1 and e2 is 0, then bit 0 in the result is 0; otherwise, bit 0 in the result is 1.

If bit 1 in both e1 and e2 is 0, then bit 1 in the result is 0; otherwise, bit 1 in the result is 1.

If bit 2 in both e1 and e2 is 0, then bit 2 in the result is 0; otherwise, bit 2 in the result is 1.

...

If bit 31 in both e1 and e2 is 0, then bit 31 in the result is 0; otherwise, bit 31 in the result is 1.

For example, the expression 13 | 14 evaluates to 15, since:

1310 = 000000000000000000000000000011012
| 1410 = 000000000000000000000000000011102

1510 = 000000000000000000000000000011112

Bits 4–31 are zero in both 13 and 14. In bits 0–3 either 13 has a one or 14 has a one; therefore, the result
has ones in bits 0–3 and zeroes everywhere else.

The bitwise exclusive or (often refered to as xor) operator (^) takes two integer subexpressions and
computes an integer result. The expression e1 ^ e2 is evaluated as follows:

If bit 0 in e1 is the same as bit 0 in e2, then bit 0 in the result is 0; otherwise, bit 0 in the result is 1.

If bit 1 in e1 is the same as bit 1 in e2, then bit 1 in the result is 0; otherwise, bit 1 in the result is 1.

If bit 2 in e1 is the same as bit 2 in e2, then bit 2 in the result is 0; otherwise, bit 2 in the result is 1.

...

If bit 31 in e1 is the same as bit 31 in e2, then bit 31 in the result is 0; otherwise, bit 31 in the result
is 1.

For example, the expression 13 ^ 14 evaluates to 3, since:

1310 = 000000000000000000000000000011012
ˆ 1410 = 000000000000000000000000000011102

310 = 000000000000000000000000000000112

Bits 0 and 1 differ in 13 and 14, so these bits are one in the result. The bits match in all the other positions,
so these positions must be set to zero in the result.

The bitwise negation operator ( ∼ ) is a unary operator that inverts all the bits of its expression. The
expression ∼ e is evaluated as follows:

©2018 Richard L. Halterman Draft date: September 25, 2018





4.10. BITWISE OPERATORS 75

Listing 4.19: bitwiseoperators.cpp
#include <iostream>

int main() {
int x, y;
std::cout << "Please enter two integers: ";
std::cin >> x >> y;
std::cout << x << " & " << y << " = " << (x & y) << '\n';
std::cout << x << " | " << y << " = " << (x | y) << '\n';
std::cout << x << " ^ " << y << " = " << (x ^ y) << '\n';
std::cout << "∼" << x << " = " << ∼x << '\n';
std::cout << x << " << " << 2 << " = " << (x << 2) << '\n';
std::cout << x << " >> " << 2 << " = " << (x >> 2) << '\n';

}

Developers use bitwise operations for a variety of systems-level programming tasks. For example, in a
graphical user interface (GUI), the user generates events by interacting with an application using the mouse
and a keyboard. One event might be clicking a mouse button over a particular graphical element (like a
button) within a window. Multiple pieces of information about this event can be stored in a single integer.
For example, bit 0 may indicate whether or not the ↑ Shift key was held down when the mouse button

was clicked. Bit 1 may be responsible for the Alt key, bit 3 for the Ctrl key, etc. Thus the integer value
5, which in binary is

00000000000000000000000000000101

means that when the mouse button was clicked both the ↑ Shift and Alt keys were being held down.
This might require a different action on the part of the program than if some other combination of keys
(or none) were being pressed. For example, suppose the int variable key_status holds information
about which keys the user was depressing during the most recent mouse click. Consider the expression
key_status & 1. The bit string

00000000000000000000000000000001

represents the expression 1, and the value of key_status is unknown, so key_status & 1 is

key_status = ????????????????????????????????2
& 110 = 000000000000000000000000000000012

010 or 110 = 0000000000000000000000000000000?2

If the answer is zero, this means bit 0 is 0 in key_status, and so the ↑ Shift key is not depressed. On

the other hand, if the answer is one, this means bit 0 is 1, and so the ↑ Shift key is depressed. In the
expression

key_status & 1

the 1 is called a mask, since it serves to mask off, or “remove” the first 31 bits of key_status.

Usually the GUI library will define constants that help programmers examine or modify particular bits;
for example, given the following constants:

const int SHIFT_DOWN = 1; // This is 0...0001
const int CTRL_DOWN = SHIFT_DOWN << 1; // This is 0...0010
const int ALT_DOWN = CTRL_DOWN << 1; // This is 0...0100
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10 * 2 = 20
10 / 2 = 5
10 % 2 = 0

Can you explain the results it produces for all of these operations?

7. Write a C++ program that receives two double-precision floating-point values from the user. The
program then should print the sum (addition), difference (subtraction), product (multiplication), and
quotient (division). Your program should use only integers.

A sample program run would look like (the user enters the 10 and the 2.5 after the colons, and the
program prints the rest):

Please enter the first number: 10
Please enter the second number: 2.5
10 + 2.5 = 12.5
10 - 2.5 = 7.5
10 * 2.5 = 25
10 / 2.5 = 4

Can you explain the results it produces for all these operations? What happens if you attempt to
compute the remainder after division (modulus) with double-precision floating-point values?

8. Given the following declaration:

int x = 2;

Indicate what each of the following C++ statements would print.

(a) std::cout << "x"<< '\n';
(b) std::cout << 'x'<< '\n';
(c) std::cout << x << '\n';
(d) std::cout << "x + 1"<< '\n';
(e) std::cout << 'x'+ 1 << '\n';
(f) std::cout << x + 1 << '\n';

9. Sort the following types in order from narrowest to widest: int, double, float, long, char.

10. Given the following declarations:

int i1 = 2, i2 = 5, i3 = -3;
double d1 = 2.0, d2 = 5.0, d3 = -0.5;

Evaluate each of the following C++ expressions.

(a) i1 + i2
(b) i1 / i2
(c) i2 / i1
(d) i1 * i3
(e) d1 + d2
(f) d1 / d2
(g) d2 / d1
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(h) d3 * d1
(i) d1 + i2
(j) i1 / d2
(k) d2 / i1
(l) i2 / d1

(m) i1/i2*d1
(n) d1*i1/i2
(o) d1/d2*i1
(p) i1*d1/d2
(q) i2/i1*d1
(r) d1*i2/i1
(s) d2/d1*i1
(t) i1*d2/d1

11. What is printed by the following statement:

std::cout << /* 5 */ 3 << '\n';

12. Given the following declarations:

int i1 = 2, i2 = 5, i3 = -3;
double d1 = 2.0, d2 = 5.0, d3 = -0.5;

Evaluate each of the following C++ expressions.

(a) i1 + (i2 * i3)
(b) i1 * (i2 + i3)
(c) i1 / (i2 + i3)
(d) i1 / i2 + i3
(e) 3 + 4 + 5 / 3
(f) (3 + 4 + 5) / 3
(g) d1 + (d2 * d3)
(h) d1 + d2 * d3
(i) d1 / d2 - d3
(j) d1 / (d2 - d3)
(k) d1 + d2 + d3 / 3
(l) (d1 + d2 + d3) / 3

(m) d1 + d2 + (d3 / 3)
(n) 3 * (d1 + d2) * (d1 - d3)

13. How are single-line comments different from block comments?

14. Can block comments be nested?

15. Which is better, too many comments or too few comments?
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int x1 = 2, y1, x2 = 2, y2;
y1 = ++x1;
y2 = x2++;
std::cout << x1 << " " << x2 << '\n';
std::cout << y1 << " " << y2 << '\n';

Why does the output appear as it does?

24. Consider the following program that attempts to compute the circumference of a circle given the
radius entered by the user. Given a circle’s radius, r, the circle’s circumference, C is given by the
formula:

C = 2πr

#include <iostream>

int main() {
double C, r;
const double PI = 3.14159;
// Formula for the area of a circle given its radius
C = 2*PI*r;
// Get the radius from the user
cout >> "Please enter the circle's radius: ";
cin << r;
// Print the circumference
std::cout << "Circumference is " << C << '\n';

}

(a) The compiler issues a warning. What is the warning?

(b) The program does not produce the intended result. Why?

(c) How can it be repaired so that it not only eliminates the warning but also removes the logic
error?

25. In mathematics, the midpoint between the two points (x1,y1) and (x2,y2) is computed by the formula

(
x1 + x2

2
,

y1 + y2

2

)
Write a C++ program that receives two mathematical points from the user and computes and prints
their midpoint.

A sample run of the program produces

Please enter the first point: (0,0)
Please enter the second point: (1,1)
The midpoint of (0,0) and (1,1) is (0.5,0.5)

The user literally enters "(0,0)" and "(1,1)" with the parentheses and commas as shown. To see how
to do this, suppose you want to allow a user to enter the point (2.3,9), assigning the x component
of the point to a variable named x and the y component to a variable named y. You can add the
following code fragment to your program to achieve the desired effect:
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Figure 5.1 if flowchart

do the division 
and print result

Is
divisor ≠ 0?

yes

no
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quotient = dividend / divisor;
std::cout << dividend << " divided by " << divisor << " is "

<< quotient << '\n';
}

}

The assignment statement and printing statement are both a part of the body of the if statement. Given
the truth value of the Boolean expression divisor != 0 during a particular program run, either both
statements will be executed or neither statement will be executed.

A compound statement consists of zero or more statements grouped within curly braces. We say the
curly braces define a block of statements. As a matter of style many programmers always use curly braces
to delimit the body of an if statement even if the body contains only one statement:

if (x < 10) {
y = x;

}

They do this because it is easy to introduce a logic error if additional statements are added to the body later
and the programmer forgets to add then required curly braces.

The format of the following code

if (x < 10)
y = x;
z = x + 5;

implies that both assignments are part of the body of the if statement. Since
multiple statements making up the body must be in a compound statement within
curly braces, the compiler interprets the code fragment as if it had been written

if (x < 10)
y = x;

z = x + 5;

Such code will optionally execute the first assignment statement and always exe-
cute the second assignment statement.

The programmer probably meant to write it as

if (x < 10) {
y = x;
z = x + 5;

}

The curly braces are optional if the body consists of a single statement. If the body consists of only one
statement and curly braces are not used, then the semicolon that terminates the statement in the body also
terminates the if statement. If curly braces are used to delimit the body, a semicolon is not required after
the body’s close curly brace.

An empty pair of curly braces represents an empty block. An empty block is a valid compound state-
ment.
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Figure 5.2 if/else flowchart
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and print result
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yes no
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b = (x == 10); // assigns true to b
b = (x != 10); // assigns false to b
b = (x == 10 && y == 20); // assigns true to b
b = (x != 10 && y == 20); // assigns false to b
b = (x == 10 && y != 20); // assigns false to b
b = (x != 10 && y != 20); // assigns false to b
b = (x == 10 || y == 20); // assigns true to b
b = (x != 10 || y == 20); // assigns true to b
b = (x == 10 || y != 20); // assigns true to b
b = (x != 10 || y != 20); // assigns false to b

Convince yourself that the following expressions are equivalent:

(x != y)
!(x == y)
(x < y || x > y)

In the expression e1 && e2 both subexpressions e1 and e2 must be true for the overall expression to be
true. Since the && operator evaluates left to right, this means that if e1 is false, there is no need to evaluate
e2. If e1 is false, no value of e2 can make the expression e1 && e2 true. The logical and operator first tests the
expression to its left. If it finds the expression to be false, it does not bother to check the right expression.
This approach is called short-circuit evaluation. In a similar fashion, in the expression e1 || e2, if e1 is
true, then it does not matter what value e2 has—a logical or expression is true unless both subexpressions
are false. The || operator uses short-circuit evaluation also.

Why is short-circuit evaluation important? Two situations show why it is important to consider:

• The order of the subexpressions can affect performance. When a program is running, complex ex-
pressions require more time for the computer to evaluate than simpler expressions. We classify an
expression that takes a relatively long time to evaluate as an expensive expression. If a compound
Boolean expression is made up of an expensive Boolean subexpression and an less expensive Boolean
subexpression, and the order of evaluation of the two expressions does not affect the behavior of the
program, then place the more expensive Boolean expression second. If the first subexpression is false
and && is being used, then the expensive second subexpression is not evaluated; if the first subex-
pression is true and || is being used, then, again, the expensive second subexpression is avoided.

• Subexpressions can be ordered to prevent run-time errors. This is especially true when one of the
subexpressions depends on the other in some way. Consider the following expression:

(x != 0) && (z/x > 1)

Here, if x is zero, the division by zero is avoided. If the subexpressions were switched, a run-time
error would result if x is zero.
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Figure 5.3 The process of the binary number conversion program when the user supplies 805 as the input
value.

Print prompt

Get value
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Yes
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3. What is the integer equivalent to true in C++?

4. What is the integer equivalent to false in C++?

5. Is the value -16 interpreted as true or false?

6. May an integer value be assigned to a bool variable?

7. Can true be assigned to an int variable?

8. Given the following declarations:

int x = 3, y = 5, z = 7;
bool b1 = true, b2 = false, b3 = x == 3, b4 = y < 3;

evaluate the following Boolean expressions:

(a) x == 3
(b) x < y
(c) x >= y
(d) x <= y
(e) x != y - 2
(f) x < 10
(g) x >= 0 && x < 10
(h) x < 0 && x < 10
(i) x >= 0 && x < 2
(j) x < 0 || x < 10
(k) x > 0 || x < 10
(l) x < 0 || x > 10

(m) b1
(n) !b1
(o) !b2
(p) b1 && b2

9. Express the following Boolean expressions in simpler form; that is, use fewer operators. x is an int.

(a) !(x == 2)
(b) x < 2 || x == 2
(c) !(x < y)
(d) !(x <= y)
(e) x < 10 && x > 20
(f) x > 10 || x < 20
(g) x != 0
(h) x == 0

10. What is the simplest tautology?

11. What is the simplest contradiction?
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12. Write a C++ program that requests an integer value from the user. If the value is between 1 and 100
inclusive, print “OK;” otherwise, do not print anything.

13. Write a C++ program that requests an integer value from the user. If the value is between 1 and 100
inclusive, print “OK;” otherwise, print “Out of range.”

14. The following program attempts to print a message containing the English word corresponding
to a given integer input. For example, if the user enters the value 3, the program should print
"You entered a three". In its current state, the program contains logic errors. Locate the
problems and repair them so the program will work as expected.

#include <iostream>

int main() {
std::cout << "Please in value in the range 1...5: ";
int value;
std::cin >> value;
// Translate number into its English word
if (month == 1)

std::cout << "You entered a";
std::cout << "one";
std::cout << '\n';

else if (month == 2)
std::cout << "You entered a";
std::cout << "two";
std::cout << '\n';

else if (month == 3)
std::cout << "You entered a";
std::cout << "three";
std::cout << '\n';

else if (month == 4)
std::cout << "You entered a";
std::cout << "four";
std::cout << '\n';

else if (month == 5)
std::cout << "You entered a";
std::cout << "five";
std::cout << '\n';

else // Value out of range
std::cout << "You entered a";
std::cout << "value out of range";
std::cout << '\n';

}

15. Consider the following section of C++ code:

// i, j, and k are ints
if (i < j) {

if (j < k)
i = j;

else
j = k;
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}
else {

if (j > k)
j = i;

else
i = k;

}
std::cout << "i = " << i << " j = " << j << " k = " << k << '\n';

What will the code print if the variables i, j, and k have the following values?

(a) i is 3, j is 5, and k is 7

(b) i is 3, j is 7, and k is 5

(c) i is 5, j is 3, and k is 7

(d) i is 5, j is 7, and k is 3

(e) i is 7, j is 3, and k is 5

(f) i is 7, j is 5, and k is 3

16. Consider the following C++ program that prints one line of text:

#include <iostream>

int main() {
int input;
std::cin >> input;
if (input < 10) {

if (input != 5)
std::cout << "wow ";

else
input++;

}
else {

if (input == 17)
input += 10;

else
std::cout << "whoa ";

}
std::cout << input << '\n';

}

What will the program print if the user provides the following input?

(a) 3

(b) 21

(c) 5

(d) 17

(e) -5

17. Why does the following section of code always print "ByeHi"?
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int x;
std::cin >> x;
if (x < 0);

std::cout << "Bye";
std::cout << "Hi\n";

18. Write a C++ program that requests five integer values from the user. It then prints the maximum and
minimum values entered. If the user enters the values 3, 2, 5, 0, and 1, the program would indicate
that 5 is the maximum and 0 is the minimum. Your program should handle ties properly; for example,
if the user enters 2, 4, 2, 3, and 3, the program should report 2 as the minimum and 4 as maximum.

19. Write a C++ program that requests five integer values from the user. It then prints one of two
things: if any of the values entered are duplicates, it prints "DUPLICATES"; otherwise, it prints
"ALL UNIQUE".
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simply checks the status of is_prime. If is_prime is true, then value must be prime, so it
prints value along with an extra space for separation from output it may produce during subsequent
iterations.

Some important questions we can ask include:

1. If the user enters a 2, will it be printed?
In this case max_value = value = 2, so the condition of the outer loop

value <= max_value

is true, since 2 <= 2. is_prime is set to true, but the condition of the inner loop

trial_factor < value

is not true (2 is not less than 2). Thus, the inner loop is skipped, is_prime is not changed from
true, and 2 is printed. This behavior is correct because 2 is the smallest prime number (and the only
even prime).

2. if the user enters a number less than 2, is anything printed?
The while condition ensures that values less than two are not considered. The body of the while
will never be entered. Only the newline is printed, and no numbers are displayed. This behavior is
correct.

3. Is the inner loop guaranteed to always terminate?
In order to enter the body of the inner loop, trial_factor must be less than value. value
does not change anywhere in the loop. trial_factor is not modified anywhere in the if
statement within the loop, and it is incremented within the loop immediately after the if state-
ment. trial_factor is, therefore, incremented during each iteration of the loop. Eventually,
trial_factor will equal value, and the loop will terminate.

4. Is the outer loop guaranteed to always terminate?
In order to enter the body of the outer loop, value must be less than or equal to max_value.
max_value does not change anywhere in the loop. value is increased in the last statement within
the body of the outer loop, and value is not modified anywhere else. Since the inner loop is guaran-
teed to terminate as shown in the previous answer, eventually value will exceed max_value and
the loop will end.

We can rearrange the logic of the inner while to avoid the break statement. The current version is:

while (trial_factor < value) {
if (value % trial_factor == 0) {

is_prime = false; // Found a factor
break; // No need to continue; it is NOT prime

}
trial_factor++;

}

We can rewrite it as:

while (is_prime && trial_factor < value) {
is_prime = (value % trial_factor != 0);
trial_factor++; // Try next factor

}
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6. How many asterisks does the following code fragment print?

int a = 0;
while (a < 100)

std::cout << "*";
std::cout << '\n';

7. How many asterisks does the following code fragment print?

int a = 0;
while (a > 100) {

std::cout << "*";
a++;

}
std::cout << '\n';

8. How many asterisks does the following code fragment print?

int a = 0;
while (a < 100) {

int b = 0;
while (b < 55) {

std::cout << "*";
b++;

}
std::cout << '\n';

}

9. How many asterisks does the following code fragment print?

int a = 0;
while (a < 100) {

if (a % 5 == 0)
std::cout << "*";

a++;
}
std::cout << '\n';

10. How many asterisks does the following code fragment print?

int a = 0;
while (a < 100) {

int b = 0;
while (b < 40) {

if ((a + b) % 2 == 0)
std::cout << "*";

b++;
}
std::cout << '\n';
a++;

}

11. How many asterisks does the following code fragment print?
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int a = 0;
while (a < 100) {

int b = 0;
while (b < 100) {

int c = 0;
while (c < 100) {

std::cout << "*";
c++;

}
b++;

}
a++;

}
std::cout << '\n';

12. What is printed by the following code fragment?

int a = 0;
while (a < 100)

std::cout << a++;
std::cout << '\n';

13. What is printed by the following code fragment?

int a = 0;
while (a > 100)

std::cout << a++;
std::cout << '\n';

14. Rewrite the following code fragment using a break statement and eliminating the done variable.
Your code should behave identically to this code fragment.

bool done = false;
int n = 0, m = 100;
while (!done && n != m) {

std::cin >> n;
if (n < 0)

done = true;
std::cout << "n = " << n << '\n';

}

15. Rewrite the following code fragment so it eliminates the continue statement. Your new code’s
logic should be simpler than the logic of this fragment.

int x = 100, y;
while (x > 0) {

std::cin >> y;
if (y == 25) {

x--;
continue;

}
std::cin >> x;
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std::cout << "x = " << x << '\n';
}

16. Suppose you were given some code from the 1960s in a language that did not support structured
statements like while. Your task is to modernize it and adapt it to C++. The following code fragment
has been adapted to C++ already, but you must now structure it with a while statement to replace
the gotos. Your code should be goto free and still behave identically to this code fragment.

int i = 0;
top: if (i >= 10)

goto end;
std::cout << i << '\n';
i++;
goto top;

end:

17. What is printed by the following code fragment?

int a = 0;
while (a < 100);

std::cout << a++;
std::cout << '\n';

18. Write a C++ program that accepts a single integer value entered by the user. If the value entered is
less than one, the program prints nothing. If the user enters a positive integer, n, the program prints
an n×n box drawn with * characters. If the users enters 1, for example, the program prints

*

If the user enters a 2, it prints

**
**

An entry of three yields

***
***
***

and so forth. If the user enters 7, it prints

*******
*******
*******
*******
*******
*******
*******

that is, a 7×7 box of * symbols.

19. Write a C++ program that allows the user to enter exactly twenty double-precision floating-point
values. The program then prints the sum, average (arithmetic mean), maximum, and minimum of the
values entered.

©2018 Richard L. Halterman Draft date: September 25, 2018





6.6. EXERCISES 158

©2018 Richard L. Halterman Draft date: September 25, 2018





7.1. THE SWITCH STATEMENT 160

case 1:
std::cout << "one";
break;

case 2:
std::cout << "two";
break;

case 3:
std::cout << "three";
break;

case 4:
std::cout << "four";
break;

case 5:
std::cout << "five";
break;

default:
if (value < 0)

std::cout << "Too small";
else

std::cout << "Too large";
break;

}
std::cout << '\n';

}

The general form of a switch is:
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integral expression

integral constant 1

switch (               ) {

    case                :

        break;

    case                :

        break;

    case                :

        break;

    case                :

        break;

    default:

}

statement sequence 1

integral constant 2

integral constant 3

integral constant n

statement sequence 2

statement sequence 3

statement sequence n

default statement sequence

In a switch statement

• The reserved word switch identifies a switch statement.

• The required parenthesized expression that follows the word switch must evaluate to an integral
value. Any integer type, characters, and Boolean expressions are acceptable. Floating point expres-
sions and other non-integer types are forbidden.
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if (x == 1) {
// Do 1 stuff here . . .

}
else if (x == 2) {

// Do 2 stuff here . . .
}
else if (x == 3) {

// Do 3 stuff here . . .
}

The corresponding switch statement is:

switch (x) {
case 1:

// Do 1 stuff here . . .
break;

case 2:
// Do 2 stuff here . . .
break;

case 3:
// Do 3 stuff here . . .
break;

}

Now consider the following if/else:

if (x == y) {
// Do "y" stuff here . . .

}
else if (x > 2) {

// Do "> 2" stuff here . . .
}
else if (z == 3) {

// Do 3 stuff here . . .
}

This code cannot be easily translated into a switch statement. The variable y cannot be used as a case
label. The second choice checks for an inequality instead of an exact match, so direct translation to a case
label is impossible. In the last condition, a different variable is checked, z instead of x. The control flow
of a switch statement is determined by a single value (for example, the value of x), but a multi-way
if/else statement is not so constrained.

Where applicable, a switch statement allows programmers to compactly express multi-way selection
logic. Most programmers find a switch statement easier to read than an equivalent multi-way if/else
construct.

A positive consequence of the switch statement’s restrictions is that it allows the compiler to produce
more efficient code for a switch than for an equivalent if/else. If a choice must be made from one of
several or more options, and the switch statement can be used, then the switch statement will likely be
faster than the corresponding multi-way if/else.

©2018 Richard L. Halterman Draft date: September 25, 2018



7.2. THE CONDITIONAL OPERATOR 164

7.2 The Conditional Operator

As purely a syntactical convenience, C++ provides an alternative to the if/else construct called the
conditional operator. It has limited application but is convenient nonetheless. The following code fragment
assigns one of two things to x:

• the result of y/z, if z is nonzero, or

• zero, if z is zero; we wish to avoid the run-time error of division by zero.

// Assign a value to x:
if (z != 0)

x = y/z; // Division is possible
else

x = 0; // Assign a default value instead

This code has two assignment statements, but only one is executed at any given time. The conditional
operator makes for a more compact statement:

// Assign a value to x:
x = (z != 0) ? y/z : 0;

The general form of a conditional expression is:

condition expression 1(           )?            :             expression 2

• condition is a normal Boolean expression that might appear in an if statement. Parentheses around
the condition are not required but should be used to improve the readability.

• expression 1 is the overall value of the conditional expression if condition is true.

• expression 2 is the overall value of the conditional expression if condition is false.

The conditional operator uses two symbols (? and :) and three operands. Since it has three operands it
is classified as a ternary operator (C++’s only one). The overall type of a conditional expression is the more
dominant of exp1 and exp2 The conditional expression can be used anywhere an expression can be used. It
is not a statement itself; it is used within a statement.

As another example, the absolute value of a number is defined in mathematics by the following formula:

|n| =
{

n, when n≥ 0
−n, when n < 0

In other words, the absolute value of a positive number or zero is the same as that number; the abso-
lute value of a negative number is the additive inverse (negative of) of that number. The following C++

expression represents the absolute value of the variable n:
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(a) What is printed when the user enters 2?

(b) What is printed when the user enters 5?

(c) What is printed when the user enters 7?

(d) What is printed when the user enters 17?

(e) What is printed when the user enters 20?

2. Consider the following code fragment.

char ch;
std::cin >> ch;
switch (ch) {

case 'a':
std::cout << "*\n";
break;

case 'A':
std::cout << "**\n";
break;

case 'B':
case 'b':

std::cout << "***\n";
case 'C':
case 'c':

std::cout << "****\n";
break;

default:
std::cout << "*****\n";

}

(a) What is printed when the user enters a?

(b) What is printed when the user enters A?

(c) What is printed when the user enters b?

(d) What is printed when the user enters B?

(e) What is printed when the user enters C?

(f) What is printed when the user enters c?

(g) What is printed when the user enters t?

3. What is printed by the following code fragment?

int x = 0;
do {

std::cout << x << " ";
x++;

} while (x < 10);
std::cout << '\n';

4. What is printed by the following code fragment?

©2018 Richard L. Halterman Draft date: September 25, 2018



7.5. EXERCISES 175

int x = 20;
do {

std::cout << x << " ";
x++;

} while (x < 10);
std::cout << '\n';

5. What is printed by the following code fragment?

for (int x = 0; x < 10; x++)
std::cout << "*";

std::cout << '\n';

6. Rewrite the following code fragment so that a switch is used instead of the if/else statements.

int value;
char ch;
std::cin >> ch;
if (ch == 'A')

value = 10;
else if (ch == 'P')

value = 20;
else if (ch == 'T')

value = 30;
else if (ch == 'V')

value = 40;
else

value = 50;
std::cout << value << '\n';

7. Rewrite the following code fragment so that a multi-way if/else is used instead of the switch
statement.

int value;
char ch;
std::cin >> ch;
switch( ch) {
case 'A':

value = 10;
break;

case 'P':
std::cin >> value;
break;

case 'T':
value = ch;
break;

case 'V':
value = ch + 1000;
break;

default:
value = 50;

}
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std::cout << value << '\n';

8. Rewrite the following code fragment so that a multi-way if/else is used instead of the switch
statement.

int value;
char ch;
std::cin >> ch;
switch (ch) {
case 'A':

std::cout << ch << '\n';
value = 10;
break;

case 'P':
case 'E':

std::cin >> value;
break;

case 'T':
std::cin >> ch;
value = ch;

case 'C':
value = ch;
std::cout << "value=" << value << ", ch=" << ch << '\n';
break;

case 'V':
value = ch + 1000;
break;

}
std::cout << value << '\n';

9. Rewrite the following code fragment so a while loop is used instead of the for statement.

for (int i = 100; i > 0; i--)
std::cout << i << '\n';

10. Rewrite the following code fragment so that it uses the conditional operator instead of an if state-
ment:

if (value % 2 != 0) // Is value even?
value = value + 1; // If not, make it even.

11. Rewrite the following code fragment so that it uses the conditional operator instead of an if/else
statement:

if (value % 2 == 0) // Is value even?
value = 0; // If so, make it zero.

else
value = value + 1; // Otherwise, make it even.

12. Would the following multi-way if/else be a good candidate to rewrite as a switch statement?
If so, rewrite the code using a switch; otherwise, explain why it is impractical to do so.
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int x, y;
std::cin >> x >> y;
if (x < 10)

y = 10;
else if (x == 5)

y = 5;
else if (x == y)

y = 0;
else if (y > 10)

x = 10;
else

x = y;
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Listing 8.12: die.cpp
#include <iostream>
#include <cstdlib>
#include <ctime>

int main() {
// Set the random seed value
srand(static_cast<unsigned>(time(0)));

// Roll the die three times
for (int i = 0; i < 3; i++) {

// Generate random number in the range 1...6
int value = rand() % 6 + 1;

// Show the die
std::cout << "+-------+\n";
switch (value) {

case 1:
std::cout << "| |\n";
std::cout << "| * |\n";
std::cout << "| |\n";
break;

case 2:
std::cout << "| * |\n";
std::cout << "| |\n";
std::cout << "| * |\n";
break;

case 3:
std::cout << "| * |\n";
std::cout << "| * |\n";
std::cout << "| * |\n";
break;

case 4:
std::cout << "| * * |\n";
std::cout << "| |\n";
std::cout << "| * * |\n";
break;

case 5:
std::cout << "| * * |\n";
std::cout << "| * |\n";
std::cout << "| * * |\n";
break;

case 6:
std::cout << "| * * * |\n";
std::cout << "| |\n";
std::cout << "| * * * |\n";
break;

default:
std::cout << " *** Error: illegal die value ***\n";
break;

}
std::cout << "+-------+\n";

}
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(a) std::cout << sqrt(4.5) << '\n';

(b) std::cout << sqrt(4.5, 3.1) << '\n';

(c) std::cout << rand(4) << '\n';

(d) double d = 16.0;
std::cout << sqrt(d) << '\n';

(e) std::cout << srand() << '\n';

(f) std::cout << rand() << '\n';

(g) int i = 16;
std::cout << sqrt(i) << '\n';

(h) std::cout << srand(55) << '\n';

(i) std::cout << tolower('A') << '\n';

(j) std::cout << exp() << '\n';

(k) std::cout << sqrt() << '\n';

(l) std::cout << toupper('E') << '\n';

(m) std::cout << toupper('e') << '\n';

(n) std::cout << toupper("e") << '\n';

(o) std::cout << exp(4.5) << '\n';

(p) std::cout << toupper('h', 5) << '\n';

(q) std::cout << ispunct('!') << '\n';

(r) std::cout << tolower("F") << '\n';

(s) char ch = 'D';
std::cout << tolower(ch) << '\n';

(t) std::cout << exp(4.5, 3) << '\n';

(u) std::cout << toupper('7') << '\n';

(v) double a = 5, b = 3;
std::cout << exp(a, b) << '\n';
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Figure 9.1 Function definition dissection

double square_root(double x) {
    double diff;
    //  Compute a provisional square root
    double root = 1.0;

    do { //  Loop until the provisional root
        //  is close enough to the actual root
        root = (root + x/root) / 2.0;
        //  How bad is the approximation?
        diff = root * root - x;
    } while (diff > 0.0001 || diff < -0.0001);
    return root;
}

Type of value the

function computes

Name of

function

Type of value the 

function requires the 

caller to provide

The name the function 

uses for the value 

provided by the callerBody of 

function
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are assigned to their corresponding formal parameters, and the function begin executing. Another way to say
it is that during a function call, the actual parameters are bound to their corresponding formal parameters.

The parameters used within a function definition are called formal parameters.
Formal parameters behave as local variables within the function’s body; as such,
the name of a formal parameter will not conflict with any local variable or for-
mal parameter names from other functions. This means as a function developer
you may choose a parameter name that best represents the parameter’s role in the
function.

If you are writing a function, you cannot predict the caller’s actual parameters.
You must be able to handle any value the caller sends. The compiler will ensure
that the types of the caller’s parameters are compatible with the declared types of
your formal parameters.

To remember the difference between formal and actual parameters, remember this:

• A formal parameter is a parameter declared and used in a function’s formal
definition.

• An actual parameter is a parameter supplied by the caller when the caller
actually uses (invokes or calls) the function.

When the call

value1 = prompt(1);

is executed in main, and the statement

std::cout << "Please enter integer #" << n << ": ";

within the body of prompt is executed, n will have the value 1. Similarly, when the call

value2 = prompt(2);

is executed in main, and the statement

std::cout << "Please enter integer #" << n << ": ";

within the body of prompt is executed, n will have the value 2. In the case of

value1 = prompt(1);

n within prompt is bound to 1, and in the case of

value2 = prompt(2);

n within prompt is bound to 2.
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9.4.4 Better Die Rolling Simulator

Listing 9.13: betterdie.cpp
#include <iostream>
#include <cstdlib>
#include <ctime>

/*
* initialize_die
* Initializes the randomness of the die
*/

void initialize_die() {
// Set the random seed value
srand(static_cast<unsigned>(time(0)));

}

/*
* show_die(spots)
* Draws a picture of a die with number of spots
* indicated
* spots is the number of spots on the top face
*/

void show_die(int spots) {
std::cout << "+-------+\n";
switch (spots) {
case 1:

std::cout << "| |\n";
std::cout << "| * |\n";
std::cout << "| |\n";
break;

case 2:
std::cout << "| * |\n";
std::cout << "| |\n";
std::cout << "| * |\n";
break;

case 3:
std::cout << "| * |\n";
std::cout << "| * |\n";
std::cout << "| * |\n";
break;

case 4:
std::cout << "| * * |\n";
std::cout << "| |\n";
std::cout << "| * * |\n";
break;

case 5:
std::cout << "| * * |\n";
std::cout << "| * |\n";
std::cout << "| * * |\n";
break;

case 6:
std::cout << "| * * * |\n";
std::cout << "| |\n";
std::cout << "| * * * |\n";
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// Print the body of the n x n multiplication table
void print_contents(int n) {

for (int current_row = 1; current_row <= n; current_row++)
print_row(current_row, n);

}

// Print a multiplication table of size n x n.
void timestable(int n) {

// First, print column heading
col_header(n);

// Print table contents
print_contents(n);

}

// Forces the user to enter an integer within a
// specified range first is either a minimum or maximum
// acceptable value last is the corresponding other end
// of the range, either a maximum or minimum value
// Returns an acceptable value from the user
int get_int_range(int first, int last) {

// If the larger number is provided first,
// switch the parameters
if (first > last) {

int temp = first;
first = last;
last = temp;

}
// Insist on values in the range first...last
std::cout << "Please enter a value in the range "

<< first << "..." << last << ": ";
int in_value; // User input value
bool bad_entry;
do {

std::cin >> in_value;
bad_entry = (in_value < first || in_value > last);
if (bad_entry) {

std::cout << in_value << " is not in the range "
<< first << "..." << last << '\n';

std::cout << "Please try again: ";
}

}
while (bad_entry);
// in_value at this point is guaranteed to be within range
return in_value;

}

int main() {
// Get table size from user; allow values in the
// range 1...18.
int size = get_int_range(1, 18);

// Print a size x size multiplication table
timestable(size);

}
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int x = proc(5),
y = proc(4);

}

3. Is the following a legal C++ program?

#include <iostream>

void proc(int x) {
std::cout << x + 2 << '\n';

}

int main() {
int x = proc(5);

}

4. Is the following a legal C++ program?

#include <iostream>

void proc(int x) {
std::cout << x + 2 << '\n';

}

int main() {
proc(5);

}

5. Is the following a legal C++ program?

#include <iostream>

int proc(int x, int y) {
return 2*x + y*y;

}

int main() {
std::cout << proc(5, 4) << '\n';

}

6. Is the following a legal C++ program?

#include <iostream>

int proc(int x, int y) {
return 2*x + y*y;

}

int main() {
std::cout << proc(5) << '\n';

}
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7. Is the following a legal C++ program?

#include <iostream>

int proc(int x) {
return 2*x*x;

}

int main() {
std::cout << proc(5, 4) << '\n';

}

8. Is the following a legal C++ program?

#include <iostream>

proc(int x) {
std::cout << 2*x*x << '\n';

}

int main() {
proc(5);

}

9. The programmer was expecting the following program to print 200. What does it print instead? Why
does it print what it does?

#include <iostream>

void proc(int x) {
x = 2*x*x;

}

int main() {
int num = 10;
proc(num);
std::cout << num << '\n';

}

10. Is the following program legal since the variable x is used in two different places (proc and main)?
Why or why not?

#include <iostream>

int proc(int x) {
return 2*x*x;

}

int main() {
int x = 10;
std::cout << proc(x) << '\n';

}
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int fun6() {
return rand() % 2;

}

Examine each of the following print statements. If the statement is illegal, explain why it is illegal;
otherwise, indicate what the statement will print.

(a) std::cout << fun1(5) << '\n';
(b) std::cout << fun1() << '\n';
(c) std::cout << fun1(5, 2) << '\n';
(d) std::cout << fun2(5) << '\n';
(e) fun2(5);
(f) std::cout << fun3(5, 2) << '\n';
(g) std::cout << fun3(5.0, 2.0) << '\n';
(h) std::cout << fun3('A', 'B') << '\n';
(i) std::cout << fun3(5.0) << '\n';
(j) std::cout << fun3(5.0, 0.5, 1.2) << '\n';
(k) std::cout << fun4('T') << '\n';
(l) std::cout << fun4('t') << '\n';

(m) std::cout << fun4(5000) << '\n';
(n) fun4(5000);
(o) std::cout << fun5(2, 4, 6) << '\n';
(p) std::cout << fun5(4, 2, 6) << '\n';
(q) std::cout << fun5(2, 2, 6) << '\n';
(r) std::cout << fun5(2, 6) << '\n';
(s) if (fun5(2, 2, 6))

std::cout << "Yes\n";
else

std::cout << "No\n";
(t) std::cout << fun6() << '\n';
(u) std::cout << fun6(4) << '\n';
(v) std::cout << fun3(fun1(3), 3) << '\n';
(w) std::cout << fun3(3, fun1(3)) << '\n';
(x) std::cout << fun1(fun1(fun1(3))) << '\n';
(y) std::cout << fun6(fun6()) << '\n';
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* Displays information about how the program works
* Accepts no parameters
* Returns nothing
*/

void help_screen() {
std::cout << "Add: Adds two numbers\n";
std::cout << " Example: a 2.5 8.0\n";
std::cout << "Subtract: Subtracts two numbers\n";
std::cout << " Example: s 10.5 8.0\n";
std::cout << "Print: Displays the result of the latest operation\n";
std::cout << " Example: p\n";
std::cout << "Help: Displays this help screen\n";
std::cout << " Example: h\n";
std::cout << "Quit: Exits the program\n";
std::cout << " Example: q\n";

}

/*
* menu
* Display a menu
* Accepts no parameters
* Returns the character entered by the user.
*/

char menu() {
// Display a menu
std::cout << "=== A)dd S)ubtract P)rint H)elp Q)uit ===\n";
// Return the char entered by user
char ch;
std::cin >> ch;
return ch;

}

/*
* Global variables used by several functions
*/

double result = 0.0, arg1, arg2;

/*
* get_input
* Assigns the globals arg1 and arg2 from user keyboard
* input
*/

void get_input() {
std::cin >> arg1 >> arg2;

}

/*
* report
* Reports the value of the global result
*/

void report() {
std::cout << result << '\n';

}

/*
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* add
* Assigns the sum of the globals arg1 and arg2

to the global variable result
*/

void add() {
result = arg1 + arg1;

}

/*
* subtract
* Assigns the difference of the globals arg1 and arg2
* to the global variable result
*/

void subtract() {
result = arg1 - arg2;

}

/*
* main
* Runs a command loop that allows users to
* perform simple arithmetic.
*/

int main() {
bool done = false; // Initially not done
do {

switch (menu()) {
case 'A': // Addition
case 'a':
get_input();
add();
report();
break;

case 'S': // Subtraction
case 's':
get_input();
subtract();
report();

case 'P': // Print result
case 'p':
report();
break;

case 'H': // Display help screen
case 'h':
help_screen();
break;

case 'Q': // Quit the program
case 'q':
done = true;
break;

}
}
while (!done);

}
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When it is acceptable to use global variables, and when is it better to use local variables? In general,
local variables are preferred to global variables for several reasons:

• When a function uses local variables exclusively and performs no other input operations (like using
the std::cin object), its behavior is influenced only by the parameters passed to it. If a non-local
variable appears, the function’s behavior is affected by every other function that can modify that
non-local variable. As a simple example, consider the following trivial function that appears in a
program:

int increment(int n) {
return n + 1;

}

Can you predict what the following statement within that program will print?

std::cout << increment(12) << '\n';

If your guess is 13, you are correct. The increment function simply returns the result of adding
one to its argument. The increment function behaves the same way each time it is called with the
same argument.

Next, consider the following three functions that appear in some program:

int process(int n) {
return n + m; // m is a global integer variable

}

void assign_m() {
m = 5;

}

void inc_m() {
m++;

}

Can you predict the what the following statement within the program will print?

std::cout << process(12) << '\n';

We cannot predict what this statement in isolation will print. The following scenarios all produce
different results:

assign_m();
std::cout << process(12) << '\n';

prints 17,

m = 10;
std::cout << process(12) << '\n';

prints 22,

m = 0;
inc_m();
inc_m();
std::cout << process(12) << '\n';
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prints 14, and

assign_m();
inc_m();
inc_m();
std::cout << process(12) << '\n';

prints 19. The identical printing statements print different values depending on the cumulative effects
of the program’s execution up to that point.

It may be difficult to locate an error if that function fails because it may be the fault of another func-
tion that assigned an incorrect value to the global variable. The situation may be more complicated
than the simple examples above; consider:

assign_m();
.
. /* 30 statements in between, some of which may change a,
. b, and m */
.
if (a < 2 && b <= 10)

m = a + b - 100;
.
. /* 20 statements in between, some of which may change m */
.
std::cout << process(12) << '\n';

• A nontrivial program that uses non-local variables will be more difficult for a human reader to un-
derstand than one that does not. When examining the contents of a function, a non-local variable
requires the reader to look elsewhere (outside the function) for its meaning:

// Linear function
double f(double x) {

return m*x + b;
}

What are m and b? How, where, and when are they assigned or re-assigned?

• A function that uses only local variables can be tested for correctness in isolation from other func-
tions, since other functions do not affect the behavior of this function. This function’s behavior is
only influenced only by its parameters, if it has any.

The exclusion of global variables from a function leads to functional independence. A function that
depends on information outside of its scope to correctly perform its task is a dependent function. When
a function operates on a global variable it depends on that global variable being in the correct state for
the function to complete its task correctly. Nontrivial programs that contain many dependent functions are
more difficult to debug and extend. A truly independent function that uses no global variables and uses
no programmer-defined functions to help it out can be tested for correctness in isolation. Additionally, an
independent function can be copied from one program, pasted into another program, and work without
modification. Functional independence is a desirable quality.

Unlike global variables, global constants are generally safe to use. Code within functions that use
global constants are dependent on those constants, but since constants cannot be changed, developers need
not worry that other functions that have access to the global constants might disturb their values.
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10
9
8
7
6
5
4
3
2
1
0

but the invocation

countdown(5)

displays

5
4
3
2
1
0

As we can see, when the caller does not supply a parameter specified by a function, and that parameter has
a default value, the default value is used during the caller’s call.

We may mix non-default and default parameters in the parameter lists of a function declaration, but all
default parameters within the parameter list must appear after all the non-default parameters. This means
the following definitions are acceptable:

int sum_range(int n, int m=100) { // OK, default follows non-default
int sum = 0;
for (int val = n; val <= m; val++)

sum += val;
return val;

}

and

int sum_range(int n=0, int m=100) { // OK, both default
int sum = 0;
for (int val = n; val <= m; val++)

sum += val;
return val;

}

but the following definition is illegal, since a default parameter precedes a non-default parameter in the
function’s parameter list:

int sum_range(int n=0, int m) { // Illegal, non-default follows default
int sum = 0;
for (int val = n; val <= m; val++)
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Figure 10.1 Traces the function activations of the recursive function factorial when called from main
with an argument of 6. The arrows into an activation bar indicates the argument passed by the caller; the
arrows out show the value passed back to the caller. The length of a bar represents the time during which
that invocation of the function is active.

factorial(6) function call sequence
(called from main) 

Program Execution Timeline

main

1 1

factorial

factorial

2 2

factorial

3 6

factorial

4

factorial

5

factorial

6 720

24

120
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Figure 10.2 The recursive computation of fibonacci(5). Each rectangle represents an invocation of the
fibonacci fuunction. The call at the top of the diagram represents the initial call of fibonacci(5). An
arrow pointing down indicates the argument being passed into an invocation of fibonacci, and an arrow
pointing up represents the value returned by that invocation. An invocation of fibonacci with no arrow
pointing down away from the invocation represents a base case; observe that any invocation receiving a 0
or 1 is a base case. We see that the recursive process for fibonacci(5) invokes the function a total of 15
times.

Caller

1 1 12

2 1 23

0 0 11

fibonacci(0)

fibonacci(2)

fibonacci(1)

fibonacci(1)

fibonacci(3)

fibonacci(4)

3 2 34

fibonacci(5)

5 5

0 0 11

fibonacci(0)

fibonacci(2)

fibonacci(1)

1 1 12

0 0 11

fibonacci(0)

fibonacci(2)

fibonacci(1)

fibonacci(1)

fibonacci(3)
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Listing 10.14: timermodule.cpp
// File timermodule.h
// Implements the program timer module

#include <ctime>

// Global variable that keeps track of the elapsed time.
double elapsed;

// Global variable that counts the number of clock ticks since
// the most recent start time.
clock_t start_time;

// Global flag that indicates whether or not the
// timer is running.
bool running;

// Reset the timer so it reads 0 seconds
void reset_timer() {

elapsed = 0.0;
running = false; // Ensure timer is not running

}

// Start the timer. The timer will begin measuring elapsed time.
// Starting the timer if it already is running has no effect
void start_timer() {

// Starting an already running timer has no effect
if (!running) {

running = true; // Note that the timer is running
start_time = clock(); // Record start time

}
}

// Stop the timer. The timer will retain the current elapsed
// time, but it will not measure any time while it is stopped.
// Stopping the timer if it is not currently running has no effect.
void stop_timer() {

// Stopping a non-running timer has no effect
if (running) {

clock_t stop_time = clock(); // Record stop time
running = false; // Stop the clock
// Add to the elapsed time how long it has been since we last
// started the timer
elapsed += static_cast<double>((stop_time - start_time))

/ CLOCKS_PER_SEC;
}

}

// Return the cummulative running time (in seconds)
// kept by the timer since it last was reset
double elapsed_time() {

if (running) { // Compute time since last reset
clock_t current_time = clock(); // Record current time
return elapsed + static_cast<double>((current_time - start_time))
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access the memory allocated for x.

It is important to note that the statement

*p = 5;

is the first assignment statement we have seen that uses more than just a single variable name on the left of
the assignment operator. The statement is legal because the expression *p represents a memory location
that can store a value. Here, *p stands in the place of the variable x, and we easily can assign a value to x.

The unary * operator has two distinct meanings depending on the context:

1. At the pointer’s declaration, for example,

double *p;

the * indicates that p is a pointer to a double; it is not itself a double.

2. After the pointer’s declaration, for example,

*p = 0.08;

the expression *p represents the contents of memory at the address assigned
to p.

The * operator is the inverse of the & operator. & finds the address of a variable, and, when this address
is assigned to a pointer variable like p, the * operator accesses the memory referenced by the pointer:

int v; // v is a normal integer variable
int *p = &v; // Pointer variable p points to v
*p = 5; // Assigns 5 to variable v

We may declare a pointer and not assign it, as in

int *p;

We say p is an uninitialized pointer, sometimes called a wild pointer. If p is a local variable, its contents
are undetermined bits. Because of p’s declared type, we interpret these bits as an address, so the net effect
is that the uninitialized pointer p points to a random location in the computer’s memory. An attempt to
dereference p, as in

*p = 500;

is certainly asking for trouble. This statement attempts to write the value 500 at some unknown-to-the-
programmer memory location. Often the address is not part of the area of memory the operating system
has set aside for the executing program, so the operating system steps in and issues a run-time error. This
is the best possible result for misusing a wild pointer. It is possible, however, that the spurious address
is within the executing program’s domain. In this case the value 500 may overwrite another variable or
the compiled machine language instructions of the program itself! Such errors are difficult to track down
because the overwritten value of the variable cannot be detected until the program attempts to use the
variable. The statement that misuses the uninitialized pointer may be far away in the source code (even in a
different source file) from the code that attempts to use the clobbered variable. When the program fails, the
programmer naturally looks around in the code where the failure occurred—the code in the vicinity where
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std::cout << sum3() << '\n';
}

(b) What is printed if main is written as follows?

int main() {
input = 5;
std::cout << sum1(input) << '\n';
std::cout << sum3() << '\n';
std::cout << sum2() << '\n';

}

(c) What is printed if main is written as follows?

int main() {
input = 5;
std::cout << sum2() << '\n';
std::cout << sum1(input) << '\n';
std::cout << sum3() << '\n';

}

(d) Which of the functions sum1, sum2, and sum3 produce a side effect? What is the side effect?

(e) Which function may not use the input variable?

(f) What is the scope of the variable input? What is its lifetime?

(g) What is the scope of the variable i? What is its lifetime?

(h) Which of the functions sum1, sum2, and sum3manifest good functional independence? Why?

2. Consider the following C++ code:

#include <iostream>

int next_int1() {
static int cnt = 0;
cnt++;
return cnt;

}

int next_int2() {
int cnt = 0;
cnt++;
return cnt;

}

int global_count = 0;

int next_int3() {
global_count++;
return global_count;

}

int main() {
for (int i = 0; i < 5; i++)
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std::cout << next_int1() << " "
<< next_int2() << " "
<< next_int3() << '\n';

}

(a) What does the program print?

(b) Which of the functions next_int1, next_int2, and next_int3 is the best function for
the intended purpose? Why?

(c) What is a better name for the function named next_int2?

(d) The next_int3 function works in this context, but why is it not a good implementation of a
function that always returns the next largest integer?

3. The following C++ program is split up over three source files. The first file, counter.h, consists of

int read();
int increment();
int decrement();

The second file, counter.cpp, contains

static int count;

int read() {
return count;

}

int increment() {
if (count < 5)

count++;
}

int decrement() {
if (count > 0)

count--;
}

The third file, main.cpp, is incomplete:

#include <iostream>
#include "counter.h"

int main() {
// Add code here

}

(a) Add statements to main that enable it to produce the following output:

3
2
4
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The restriction is that the only ouput statement you are allowed to use (three times) is

std::cout << read() << '\n';

(b) Under the restriction of using the same output statement above, what code could you add to
main so that it would produce the following output?

6

4. Consider the following C++ code:

#include <iostream>

int max(int n) {
return n;

}

int max(int m, int n) {
return (m >= n)? m : n;

}

int max(int m, int n, int r) {
int x = m;
if (n > x)

x = n;
if (r > x)

x = r;
return x;

}

int main() {
std::cout << max(4) << '\n';
std::cout << max(4, 5) << '\n';
std::cout << max(5, 4) << '\n';
std::cout << max(1, 2, 3) << '\n';
std::cout << max(2, 1, 3) << '\n';
std::cout << max(2, 1, 2) << '\n';

}

(a) Is the program legal since there are three different functions named max?

(b) What does the program print?

5. Consider the following function:

int proc(int n) {
if (n < 1)

return 1;
else

return proc(n/2) + proc(n - 1);
}

Evaluate each of the following expressions:
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(a) proc(0)
(b) proc(1)
(c) proc(2)
(d) proc(3)
(e) proc(5)
(f) proc(10)
(g) proc(-10)

6. Rewrite the gcd function so that it implements Euclid’s method but uses iteration instead of recur-
sion.

7. If x is a variable, how would you determine its address in the computer’s memory?

8. What is printed by the following code fragment?

int x = 5, y = 3, *p = &x, *q = &y;
std::cout << "x = " << x << ", y = " << y << '\n';
x = y;
std::cout << "x = " << x << ", y = " << y << '\n';
x = 7;
std::cout << "x = " << x << ", y = " << y << '\n';
*p = 10;
std::cout << "x = " << x << ", y = " << y << '\n';
p = q;
*p = 20;
std::cout << "x = " << x << ", y = " << y << '\n';

9. Given the declarations:

int x, y, *p, *q;

indicate what each of the following code fragments will print.

(a) p = &x;
x = 5;
std::cout << *p << '\n';

(b) x = 5;
p = &x;
std::cout << *p << '\n';

(c) p = &x;
*p = 8;
std::cout << *p << '\n';

(d) p = &x;
q = &y;
x = 100;
y = 200;
*q = *p;
std::cout << x << ' ' << y << '\n';
std::cout << *p << ' ' << *q << '\n';
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(e) p = &x;
q = &y;
x = 100;
y = 200;
q = p;
std::cout << x << ' ' << y << '\n';
std::cout << *p << ' ' << *q << '\n';

(f) x = 5;
y = 10;
p = q = &y;
std::cout << *p << ' ' << *q << '\n';
*p = 100;
*q = 1;
std::cout << x << ' ' << y << '\n';

(g) x = 5;
y = 10;
p = q = &x;
*p = *q = y;
std::cout << x << ' ' << y << '\n';

10. The following function does not behave as expected:

/*
* (Faulty function)
*
* get_range
* Establishes a range of integers. The lower value must
* be greater than or equal to min, and the upper value
* must be less than or equal to max.
* min is the lowest acceptable lower value.
* max is the highest acceptable upper value.
* lower is assigned the lower limit of the range
* upper is assigned the upper limit of the range
*/

void get_range(int min, int max, int lower, int upper) {
std::cout << "Please enter a data range within the bounds "

<< min << "..." << max << ": ";
do { // Loop until acceptable values are provided

std::cin >> lower >> upper;
if (lower < min)

std::cout << lower << " is too low, please try again.\n";
if (upper > max)

std::cout << upper << " is too high, please try again.\n";
}
while (lower < min || upper > max);

}

(a) Modify the function so that it works using pass by reference with pointers.
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(b) Modify the function so that it works using pass by reference with reference parameters.

11. Classify the following functions as pure or impure. x is a global variable and LIMIT is a global
constant.

(a) int f1(int m, int n) {
return 2*m + 3*n;

}

(b) int f2(int n) {
return n - LIMIT;

}

(c) int f3(int n) {
return n - x;

}

(d) void f4(int n) {
std::cout << 2*n << '\n';

}

(e) int f5(int n) {
int m;
std::cin >> m;
return m * n;

}

(f) int f6(int n) {
int m = 2*n, p;
p = 2*m - 5;
return p - n;

}

12. Complete the following function that assigns to its mx and my reference parameters the components
of the midpoint of the points (x1,y1) and (x2,y2), represented by the parameters x1, y1, x2, and y2.

// Computes the midpoint of the points (x1, y1) and (x2, y2).
// The point (mx, my) represents the midoint.
void midpoint(double x1, double y1, double x2, double y2,

double& mx, double& my) {
// Add your code . . .

}

13. Complete the following function that assigns to its ix and iy reference parameters the components
of the point of intersection of two lines. The first line passes through the points (x1,y1) and (x2,y2);
the second line passes through the points (x3,y3) and (x4,y4). If the two lines do not intersect in a
single point (that is, they are parallel to each other), the function should assign INFINITY to both
ix and iy. INFINITY is a double-precision floating-point constant defined in the cmath header
file. It represents a very large number that you effectively can treat as infinity.
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Figure 11.3 Vectors containing different types of elements. Note that while two different vector objects
may contain different types of elements, all the elements within a particular vector object must all have the
same type.

vector<int> list;
vector<double> collection{ 1.0, 3.5, 0.5, 7.2 };
vector<char> letters{ 'a', 'b', 'c' };

1.0 3.5 0.5

1 20

7.2

3

'a' 'b' 'c'

1 20

list collection letters

the expression within the square brackets, in this case 3, is called an index or subscript. The subscript termi-
nology comes from mathematicians who use subscripts to reference elements in a mathematical sequence
(for example, V2 represents the second element in the mathematical sequence V). Unlike the convention
often used in mathematics, however, the first element in a vector is at position zero, not one. The expression
list[2] can be read aloud as “list sub two.” As a consequence of a zero beginning index, if vector a
holds n elements, the last element in a is a[n−1], not a[n].

An element of a vector accessed via its index behaves just like a variable of that type; for example,
suppose we declare nums as

std::vector<double> nums(10);

This declaration specifies a collection of 10 double-precision floating-point elements. The following code
fragment shows how we can manipulate some of those elements:

// Print the fourth element
std::cout << nums[3] << '\n';
// The third element is the average of the first and last elements
nums[2] = (nums[0] + nums[9])/2;
// Assign elements at indices 1 and 4 from user input
std::cin >> nums[1] >> nums[4];

Note that the << operator associated with the std::cout output stream object is not designed to work
with vector objects as a whole:

std::cout << nums << '\n'; // <--- Will not compile!

The expression within the [] operator must be compatible with an integer. Suppose a is a vector, x
is a numeric variable, max is a function that returns a numeric value, and b is a vector that holds numeric
values. The following examples illustrate the variety of expressions that qualify as legal vector indices:

• an numeric literal: a[34]

• an numeric variable: a[x]
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If your program is using a vector, and it terminates with such a message, you should check its source code
carefully for places where out-of-bounds vector accesses are possible.

The following code fragment shows some proper and improper vector accesses:

std::vector<int> numbers(10); // Declare the vector
numbers[0] = 5; // Put value 5 first
numbers[9] = 2; // Put value 2 last
numbers[-1] = 5; // Out of bounds; first valid index is 0
numbers[10] = 5; // Out of bounds; last valid index is 9
numbers[1.3] = 5; // Compiler warning, 1.3 is not an int

In a vector traversal with a for loop such as

for (int i = 0; i < SIZE; i++)
std::cout << a[i] << '\n';

where you know SIZE is the number of elements in the vector, it is easy to ensure that i cannot fall outside
the bounds of vector a, but you should check an arbitrary index value before using it. In the following code:

int x;
std::vector<int> a(10); // Make a vector with 10 spaces available
std::cin >> x; // User enters x at run time
// Ensure x is within the bounds of the vector
if (0 <= x && x < 10)

a[x] = 1; // This is safe now
else

std::cout << "Index provided is out of range\n";

the if statement ensures the vector access is within the vector’s bounds.

C++11 supports a variation of the for statement that uses special syntax for objects like vectors that
support traversal. Commonly known as the range-based for or “foreach” statement, this version of the for
statement permits vector traversal without an index variable keeping track of the position. The following
code fragment uses a range-based for statement to print the contents of an integer vector named vec:

for (int n : vec)
std::cout << n << ' ';

You can read this statement as “for each int n in vec, std::cout << n << '',” The colon (:)
therefore is pronounced “in.” In the first interation of this range-based for loop the variable n represents
the first element in the vector vec. In the second iteration n represents the second element. The third time
through n is the third element, and so forth. The declared variable assumes the role of a different vector
element during each iteration of the loop. Note that the range-based for loop requires no control variable
to keep track of the current index within the vector; the loop itself takes care of that detail, freeing the
programmer from that task.

The general form of this range-based for statement is
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* primes(begin, end)
* Returns a vector containing the prime
* numbers in the range begin...end.
* begin is the first number in the range
* end is the last number in the range
*/

std::vector<int> primes(int begin, int end) {
std::vector<int> result;
for (int i = begin; i <= end; i++)

if (is_prime(i))
result.push_back(i);

return result;
}

int main() {
int low, high;
std::cout << "Please enter lowest and highest values in "

<< "the range: ";
std::cin >> low >> high;
std::vector<int> prime_list = primes(low, high);
print(prime_list);

}

The primes function declares a local vector variable named result. The function examines every value
in the range begin. . .end, inclusive. The primes function uses is_prime as a helper function. If the
is_prime function classifies a value as a prime, code within the primes function adds the value to the
result vector. After primes has considered all the values in the provided range, result will contain
all the prime numbers in that range. In the end, primes returns the vector containing all the prime numbers
in the specified range.

When returning a local variable that is a built-in scalar type like int, double, char, etc., a C++

function normally makes a copy of the local variable to return to the caller. Making a copy is necessary
because local variables exist only while the function in which they are declared is actively executing. When
the function is finished executing and returns back its caller, the run-time environment reclaims the memory
held by the function’s local variables and parameters so their space can be used by other functions.

The return value in primes is not a simple scalar type—it is an object that can be quite large, especially
if the caller passes in a large range. Modern C++ compilers generate machine code that eliminates the need
to copy the local vector result. The technique is known as return value optimization, and it comes
into play when a function returns an object declared within the function. With return value optimization,
the compiler “knows” that the variable will disappear and that the variable is to be returned to the caller;
therefore, it generates machine language code that makes the space for the result in the caller’s memory
space, not the called function. Since the caller is maintaining the space for the object, it persists after the
function returns. Because of return value optimization you can return vectors by value in situations like this
one without fear of a time-consuming copy operation.
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Figure 11.5 A 2×3 two-dimensional vector

22 -8 10

0 1 2

a

5 19 30

1

Note that each row appears within its own set of curly braces, and each row looks like 1D vector initializa-
tion list.

To access an element of a 2D vector, use two subscripts:

a[r][c] = 4; // Assign element at row r, column c
std::cout << a[m][n] << '\n'; // Display element at row m, column n

The following function prints the contents of a 2D vector of doubles:

void print(const std::vector<std::vector<double>>& m) {
for (unsigned row = 0; row < m.size(); row++) {

for (unsigned col = 0; col < m[row].size(); col++)
std::cout << std::setw(5) << m[row][col];

std::cout << '\n';
}

}

We can use range-based for statements to simplify the code:

void print(const std::vector<std::vector<double>>& m) {
for (const std::vector<double>& row : m) { // For each row

for (int elem : row) // For each element in a row
std::cout << std::setw(5) << elem;

std::cout << '\n';
}
return sum;

}

The declaration of the parameter m is somewhat complicated. We can simplify the syntax by using a
C++ type alias declaration. The statement

using Matrix = std::vector<std::vector<double>>;
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using Matrix = std::vector<std::vector<double>>;

// Allow the user to enter the elements of a matrix
void populate_matrix(Matrix& m) {

std::cout << "Enter the " << m.size() << " rows of the matrix.\n";
for (unsigned row = 0; row < m.size(); row++) {

std::cout << "Row #" << row << " (enter " << m[row].size()
<< " values):";

for (double& elem : m[row])
std::cin >> elem;

}
}

void print_matrix(const Matrix m) {
for (auto row : m) {

for (double elem : row)
std::cout << std::setw(5) << elem;

std::cout << '\n';
}

}

int main() {
int rows, columns;
std::cout << "How many rows? ";
std::cin >> rows;
std::cout << "How many columns? ";
std::cin >> columns;
// Declare the 2D vector
Matrix mat(rows, std::vector<double>(columns));
// Populate the vector
populate_matrix(mat);
// Print the vector
print_matrix(mat);

}

An expression that uses just one index with a 2D vector represents a single row within the 2D vector.
This row is itself a 1D vector. Thus, if a is a 2D vector and i is an integer, then the expression

a[i]

is a 1D vector representing row i.

We can build vectors with dimensions higher than two. Each “slice” of a 3D vector is simply a 2D
vector, a 4D vector is a vector of 3D vectors, etc. For example, the statement

matrix[x][y][z][t] = 1.0034;

assigns 1.0034 to an element in a 4D vector of doubles. In practice, vectors with more than two dimen-
sions are rare, but advanced scientific and engineering applications sometimes require higher-dimensional
vectors.
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11.2 Arrays

C++ is an object-oriented programming language, and a vector is an example of a software object. C++

began as an extension of the C programming language, but C does not directly support object-oriented
programming. Consequently, C does not have vectors available to represent sequence types. The C language
uses a more primitive construct called an array. True to its C roots, C++ supports arrays as well as vectors.
Some C++ libraries use arrays in instead of vectors. In addition, C++ programs can use any of the large
number of C libraries that have been built up over the past 40+ years, and many of these libraries process
arrays. While a more modern construct like std::vector may be better suited for may of the roles an
array has played in the past, it nonetheless is important for C++ programmers to be familiar with arrays.

An array is a variable that refers to a block of memory that, like a vector, can hold multiple values
simultaneously. An array has a name, and the values it contains are accessed via their position within the
block of memory designated for the array. Also like a vector, the elements within an array must all be of
the same type. Arrays may be local or global variables. Arrays are built into the core language of both C
and C++. This means you do not need to add any #include directives to use an array within a program.

11.2.1 Static Arrays

Arrays come in two varieties, static and dynamic. A programmer must supply the size of a static array when
declaring it; for example, the following statement:

// list is an array of 25 integers
int list[25];

declares list to be an array of 25 integers. The value within the square brackets specifies the number of
elements in the array, and the size is fixed for the life of the array. The value within the square brackets
must be a constant value determined at compile time. It can be a literal value or a symbolic constant, but
it cannot be a variable. This is in contrast to vector declarations in which the initial vector size may be
specified by a variable with a value determined at run time:

int x;
std::cin >> x; // Get x's value from the user at run time
int list_1[x]; // Illegal for a static array
std::vector<int> list_2(x); // OK for a vector

It is possible to declare an array and initialize it with a sequence of elements, with a syntax similar to
that of vectors:

double collection[] = { 1.0, 3.5, 0.5, 7.2 };

The compiler can count the elements in the initializer list, so you need not supply a number within the
square brackets. If you provide a number within the square brackets, it should be at least as large as the
number of elements in the initialization list. The equals symbol is required for array initialization. You
optionally can use the equals symbol as shown here when initializing vectors, but it is not required for
vectors.

If the declaration omits an initializer list, as in:

int arr[100];

the initial values of the elements of the array depend on the context of the declaration:
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Figure 11.7 Incrementing a pointer to an array
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Figure 11.9 Comparing static arrays, dynamic arrays, and vectors
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Figure 11.11 Correct array copy
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Figure 11.12 A 2×3 two-dimensional array
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For 2D arrays initialized in this manner the first subscript is optional, but the second subscript (that is, the
size of each column) is required.

To access an element of a 2D array, use two subscripts:

a[r][c] = 4; // Assign element at row r, column c
std::cout << a[m][n] << '\n'; // Display element at row m, column n

The following function prints the contents of a ROWS × COLUMNS 2D array of doubles, where both
ROWS and COLUMNS are constants:

void print(const double m[ROWS][COLUMNS]) {
for (int row = 0; row < ROWS; row++) {

for (int col = 0; col < COLUMNS; col++)
std::cout << std::setw(5) << m[row][col];

std::cout << '\n';
}

}

We can omit the ROW size in the parameter declaration, but second set of square brackets must constant a
constant integral expression. The declaration of the parameter m is quite complicated, and, as we did for 2D
vectors, we can simplify the syntax by using a C++ type aliasing statement. statement

using Matrix = double[ROWS][COLUMNS];

defines a new type named Matrix.

Given the type alias using statement defining the new type name Matrix, we can express the param-
eter for the print function more simply:

void print(const Matrix m) {
for (int row = 0; row < ROWS; row++) {

for (int col = 0; col < COLUMNS; col++)
std::cout << std::setw(5) << m[row][col];

std::cout << '\n';
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Figure 11.14 A vector and its associated array.
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• The pointer labeled _end points to the position in the array just past the last viable element in the
vector.

• The _capacity pointer points to the memory location just past the block of memory allocated for
the array.

The _capacity pointer is present because the array managed by a vector often will have more space
allocated than the vector currently needs. An algorithm determines the amount of extra space needed
to balance the demands of storage economy and fast push_back calls. When an executing program
attempts to push_back an element onto a vector that has not reached its capacity, the operation is very
fast; however, an attempt to push_back an element onto a vector that is at its capacity forces the run-time
memory manager to do the following:

• allocate a large enough space elsewhere in memory to store the contents of the larger array, plus some
extra room for future expansion,

• copy all the elements from the original array to the newly allocated array,

• add the new element onto the end of the newly allocated array,

• delete the memory held by the original array, and

• redirect the three pointers in the vector object to point to the appropriate places in the newly allocated
array.

Resizing and copying the array is a relatively time-consuming process, especially as the size of the vector
grows. The vector’s capacity is tuned so that the average time to perform push_back is fast without the
need to consume too much extra memory.

A vector adds value to a raw array by providing convenient methods for adding elements and resizing
the array it manages. A vector keeps track of its own size. Arrays provide none of the convenient methods
that vectors do. The overhead that a vector imposes over a raw dynamic array is negligible. You should
prefer vectors over arrays when writing C++ code.
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